In a method for coding a packet of information words into a frame for transmission, blocks of input data are received, the input data including control words and the packet of information words, the packet having (a) a start preceded by ones of the control words and (b) an ending followed by others of the control words, the blocks being smaller than the packet. When the block consists exclusively of information words, a one bit block header having a first sense is appended to the block to form the frame. When the block does not consist exclusively of information words: the block is condensed to accommodate a TYPE word, the TYPE word is inserted into the block, and a one bit block header having a second sense, opposite to the first sense, is appended to the block to form the frame.

18 Claims, 15 Drawing Sheets
<table>
<thead>
<tr>
<th>Year</th>
<th>Patent Number</th>
<th>Inventor(s)</th>
<th>Title</th>
</tr>
</thead>
</table>
References Cited

OTHER PUBLICATIONS


Christopher T. DiMinico of Cable Design Technologies (CDT) Corporation, Massachusetts and Paul Kish of NORDX/CDT, Montreal, Canada, Development of Equal Leval Far-End Crosstalk (ELFEXT) and Return Loss Specifications for Gigabit Ethernet Operation on Category 5 Cooper Cabling, 10 pages, Oct. 5, 1998.


“Predecoder Circuit for Channels with MultiPath Dispersion”, Telecommunications Institute, Department of Electronics and Telecommunications Engineering, The University of Aveiro—University Campus, Portugal, 4 pages, 1999.


FIG. 2

<table>
<thead>
<tr>
<th>LANE 0</th>
<th>INFO ONLY</th>
<th>CTRL ONLY</th>
<th>2 PACKET STARTS</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>D D</td>
<td>Z Z</td>
<td>S D</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>Z S</td>
</tr>
<tr>
<td>LANE 1</td>
<td>D D</td>
<td>Z Z</td>
<td>D D</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>Z D</td>
</tr>
<tr>
<td>LANE 2</td>
<td>D D</td>
<td>Z Z</td>
<td>D D</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>Z D</td>
</tr>
<tr>
<td>LANE 3</td>
<td>D D</td>
<td>Z Z</td>
<td>D D</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>Z D</td>
</tr>
<tr>
<td>BLOCK TYPE</td>
<td>1</td>
<td>2</td>
<td>3</td>
</tr>
</tbody>
</table>

FIG. 3A   FIG. 3B   FIG. 3C

8 PACKET ENDINGS

<table>
<thead>
<tr>
<th>LANE 0</th>
<th>LANE 1</th>
<th>LANE 2</th>
<th>LANE 3</th>
<th>BLOCK TYPE</th>
</tr>
</thead>
<tbody>
<tr>
<td>T Z D</td>
<td>Z Z</td>
<td>Z Z</td>
<td>Z Z</td>
<td>5 6 7</td>
</tr>
<tr>
<td>D Z D</td>
<td>T Z D</td>
<td>Z Z</td>
<td>Z Z</td>
<td>8 9 10 11</td>
</tr>
<tr>
<td>T Z D</td>
<td>D T D</td>
<td>Z D Z</td>
<td>D T D</td>
<td>12</td>
</tr>
<tr>
<td>D D D</td>
<td>D D D</td>
<td>D D</td>
<td>D D</td>
<td></td>
</tr>
</tbody>
</table>

FIG. 3D
START

SOP CONTROL WORD IN BLOCK ?

SOP IN 1ST QUAD ?

GENERATE TYPE WORD INDICATING BLOCK TYPE 4

GENERATE TYPE WORD INDICATING BLOCK TYPE 3

GENERATE TYPE WORD INDICATING ONE OF BLOCK TYPES 5 THRU 12

GENERATE TYPE WORD INDICATING BLOCK TYPE 2

COMPRESS BLOCK BY REMOVING WORD CONTROL FROM BLOCK

COMPRESS BLOCK BY REMOVING EOP CONTROL WORD FROM BLOCK

COMPRESS BLOCK BY RE-CODING CONTROL WORDS USING 7 BITS

INSERT TYPE WORD AT HEAD OF BLOCK

RETURN

FIG. 6
FIG. 7A

FIG. 7B

FIG. 7C

FIG. 7D

FIG. 7E

FIG. 7F
FIG. 7G

FIG. 7H

FIG. 7I

FIG. 7J

FIG. 7K

FIG. 7L
START

RECEIVE FRAME

BLOCK HEADER IN FIRST STATE?

EXTRACT TYPE WORD FROM PAYLOAD FIELD

EXPAND PAYLOAD FIELD USING TYPE WORD (FIG 9B)

ADOPT PAYLOAD AS BLOCK OF RECEIVED DATA

ALL FRAMES DONE?

END

FIG. 9A
START

TYPE
WORD INDICATES CTRL
WORD IN PAYLOAD?

USE TYPE WORD TO IDENTIFY PAYLOAD FIELD PORTION OCCUPIED BY CODED CONTROL WORDS AND NUMBER OF CODED CONTROL WORDS

DECODE CODED CONTROL WORD(S)

TYPE
WORD INDICATES SOP/EOP IN PAYLOAD?

IDENTIFY PAYLOAD POSITION OF START OR END OF PACKET FROM TYPE WORD

INSERT SOP OR EOP CONTROL WORD AT PAYLOAD POSITION IDENTIFIED BY TYPE WORD

RETURN

FIG. 9B
1
COMMUNICATION SYSTEM AND
ENCODING METHOD HAVING LOW
OVERHEAD

CROSS REFERENCE TO RELATED
APPLICATIONS

This application is a continuation application of U.S. patent application Ser. No. 12/324,565, filed Sep. 28, 2010, entitled “Communication System and Encoding Method Having Low Overhead,” which, now U.S. Pat. No. 8,472,478, which is a continuation of application Ser. No. 11/431,929, filed on May 9, 2006, now U.S. Pat. No. 7,809,021, which (i) claims the benefit of Provisional Patent Application No. 60/679,336, filed on May 10, 2005, and (ii) is a continuation-in-part of patent application Ser. No. 10/194,741, filed Jul. 10, 2002, now U.S. Pat. No. 7,065,167. All of the applications referenced above are hereby incorporated by reference in their entireties.

FIELD OF THE DISCLOSURE

The present disclosure relates to communication systems and in particular to a method and apparatus for coding data to minimize overhead.

RELATED ART

Demand for high rate data transmission continues to increase in response to new service offerings and expanded communication network usage, such as for home and business tasks. For example, audio and video content is growing in popularity and is generally bandwidth intensive. In addition, many tasks are now commonly handled via a computer network, such as ordering business supplies, exchanging documents, and information gathering. Moreover, bandwidth demand placed upon a company’s local area network is increasing. Often networks are being burdened with more users and larger and more complex software applications. These applications are bandwidth intensive and the complex software applications create larger files. Although many networks are currently at bandwidth capacity additional demands are continually being placed on these networks.

While there are numerous proposed solutions to alleviate network congestion by increasing network speeds, many of these proposed solutions require migration to a different communication standard or a different communication medium than is currently in use. While different communication standards (SONET, ATM) and different communication mediums (fiber optic cable, coaxial cable) may make it possible to increase data rates, the cost associated with migration is extremely prohibitive. For example, installation of an optical network to each computer in a local area network requires significant software and hardware upgrades on each end user’s platform and installation of fiber optic cable. The cabling cost alone is tremendous.

Another proposed solution is to increase the transmission rate of existing networks. One widely deployed network standard is Ethernet, which utilizes twisted pairs of copper wires as its transmission medium. Although widely deployed and inexpensive to manufacture, twisted pair copper is bandwidth limited. As a result, data signals transmitted at a high rate over the twisted pair copper, or other medium, are subject to significant levels of distortion and error rates. Upon reception, recovering the transmitted signal may be impossible due to this distortion.

2

While it is possible to perform signal processing or error correction coding, such prior art attempts have been insufficient to achieve desired data transmission rates with acceptable error rates. For example, some attempts to maximize the throughput and signal to noise margin of the channel through use of integrated circuit systems are simply not possible or feasible with existing semiconductor manufacturing processes.

Previous attempts to achieve these above-mentioned goals have not achieved the desired results, which is high data rate, low error rate, data communication or are not capable of performing as required in different environments. One such example of a prior art system that is configured to code data to reduce effective data rate is set forth in U.S. Pat. No. 6,718,491, issued to Walker on Apr. 6, 2004 and entitled Coding Method and Coder for Coding Packetized Serial Data with Low Overhead. This proposed method of coding utilizes 64b/66b encoding which is adopted for optical communication. This encoding scheme utilizes 66 bits to represent the 64 received bits. It has however, an undesirably large overhead which makes this encoding scheme, as set forth in the Walker reference undesirable for use in other communication systems.

As a result, there is a need for a method and apparatus to facilitate high-speed data transmission while maintaining low error rates that is capable of overcoming the drawbacks of the art.

SUMMARY

Disclosed herein is a communication system configured to processes blocks of input data that include control words and a packet of information words. The packet has a start preceded by ones of the control words and an end followed by others of the control words. When the block consists exclusively of information words, a one bit block header having a first sense is appended to the block to form a frame. When the block does not consist exclusively of information words, the block is condensed to accommodate a TYPE word, the TYPE word is generated and inserted into the block and a one bit block header is appended to the block to form the frame. When the block does not consist exclusively of information words the one bit block header has a second sense, opposite to the first sense. Use of a one bit block header reduces overhead. Error correction is also utilized.

In one embodiment a 64B/65B coding method for coding a packet of information words into frames for transmission over 4 twisted pair conductor is disclosed. In this example method a system receives blocks of input data such that the input data includes control words and the packet of information words. The packets have a start preceded by ones of the control words and an ending followed by others of the control words and the blocks are smaller than the packet. This method then determines when a block consists exclusively of information words and, when the block consists exclusively of information words, then the method appends to the block a one bit block header having a first sense to form one of the frames. When the block does not consist exclusively of information words then the method condenses the block to accommodate a TYPE word. The method also generates the TYPE word having a value that indicates one of the following structural properties of the block: (a) a position of the start of the packet in the block, (b) a position of the end of the packet in the block, and/or (c) the block being composed exclusively of control words. The method may also insert a TYPE word into the block and append to the block a one bit block header having a second sense,
opposite to the first sense, to form the one of the frames. As such, this method reduces overhead to less than 3%.

In one embodiment, this method includes re-coding at least one of the control words using fewer bits. In addition, the type word may be selected from a set of type words having a specified mutual Hamming distance. In one embodiment, the type words each consist of T bits and the method additionally comprises generating the set of possible bit patterns by a process comprising: adopting a (T/2)-bit binary pattern as a first half of a bit pattern in the set of possible bit patterns, and generating a second half of the bit pattern by duplicating or complementing the first half of the bit pattern depending on a bit parity value of the first half of the bit pattern.

It is also contemplated that the one bit block header in the first sense comprises a 1 and a one bit block header in the second sense comprises a 0 value. In addition, the method may be performed in a confrontation with forward error correction. In this method, the step of condensing the block includes removing from the block a control word that indicates one of (a) the start of the packet and (b) the end of packet. Alternatively, condensing the block may include re-coding remaining the control words using fewer bits. This method may be utilized in a 10 gigabit/second communication system.

Also disclosed herein is a communication coder for 64B/65B type coding of blocks of input data into respective frames for transmission over twisted pair conductors. In this example embodiment, the input data includes control words and a packet of information words such that the packet has a start preceded by ones of the control words and an ending followed by others of the control words. The blocks may be smaller than the packet and the frames may include a frame corresponding to the block. In this embodiment the coder comprises a type word generator that receives the block and generates a TYPE word for a block such that the TYPE word has a value that indicates one of the following structural properties of the block, namely, (a) whether the block is composed exclusively of control words, (b) a position of the start of the packet in the block, (c) a position of the end of the packet in the block, and (d) whether the block is composed exclusively of control words. The coder also has a one bit block header generator that operates in response to the TYPE word and generates a one block header in a first sense when the TYPE word indicates that the block is composed exclusively of information words, and otherwise generates the one block header in a second sense, opposite to the first sense, wherein use of a one block header reduces overhead to less than 3%. Also part of the coder is a payload field generator that operates in response to the TYPE word. It adopts the block to form a payload field of the frame when the TYPE word indicates that the block is composed exclusively of information words, and otherwise condenses the block and inserts the TYPE word into the block to form a payload field. A frame assembler is also included and configured to append the block header to the payload field to form the frame.

In one embodiment the payload field generator includes a re-coder that condenses the block by re-coding remaining ones of the control words using fewer bits. It is contemplated that the type word is selected from a set of type words having a specified mutual Hamming distance. For example, the type words may each consist of T bits and the coder may additionally comprises a type word generator that generates the set of possible bit patterns, and the type word generator may include: a first-half generator that adopts a (T/2)-bit binary pattern as a first half of a bit pattern in the set of possible bit patterns, and a second-half generator that generates a second half of the bit pattern by duplicating or complementing the first half of the bit pattern depending on a bit parity value of the first half of the bit pattern. In one embodiment, the coder operates in conjunction with forward error correction. In addition, the coder may be used in a communication system utilizing a channel of 4 twisted pair conductors and the coder's use of a one bit block header establishes an overhead of 1.5625%.

In one embodiment, the payload field generator includes a control word removal module that condenses the block by removing from the block a control word that indicates one of (a) the start of the packet and (b) the end of the packet. In addition, the payload field generator may additionally includes a re-coder that condenses the block by re-coding remaining ones of the control words using fewer bits. Moreover, the re-coder may re-code the control words using codes having a specified mutual Hamming distance. Other systems, methods, features and advantages of the invention will be or will become apparent to one with skill in the art upon examination of the following figures and detailed description. It is intended that all such additional systems, methods, features and advantages be included within this description, be within the scope of the invention, and be protected by the accompanying claims.

BRIEF DESCRIPTION OF THE DRAWINGS

The components in the figures are not necessarily to scale, emphasis instead being placed upon illustrating the principles of the invention. In the figures, like reference numerals designate corresponding parts throughout the different views.

FIG. 1A illustrates a block diagram of an example embodiment of a pair of transceivers configured to communicate over a channel.

FIG. 1B illustrates a block diagram of a multi-channel point to point communication system.

FIG. 1C illustrates a block diagram of an example embodiment of a transmit system configured in accordance with one embodiment of the invention.

FIG. 1D illustrates a block diagram of an example embodiment of a receiver system configured in accordance with one embodiment of the invention.

FIG. 1E is a block diagram showing an example of a 10 Gb/s Ethernet interface including a coder according to the invention.

FIG. 2 schematically shows exemplary quads of the input data received by the coder according to the invention.

FIGS. 3A-3D show the twelve possible types of blocks that can be received by the coder according to the invention.

FIGS. 4A-4C show the basic structure and the two kinds of frame that the coder generates from a block of input data:

FIG. 5 is a flow chart showing a first embodiment of a coding method according to the invention.

FIG. 6 is a flow chart showing an example of the processing performed in process 205 of the method shown in FIG. 5.

FIGS. 7A-7L show specific examples of the frames generated from each of the twelve block types shown in FIGS. 3A-3D, including the block header and the TYPE word, where used.

FIG. 8 is a block diagram showing a first embodiment of a coder according to the invention.

FIG. 9A is a flow chart showing an example of a decoding method for decoding the frames generated by the coding method and coder according to the invention.
FIG. 9B is a flow chart showing an example of the processing performed in process 276 of the method shown in Fig. 9A.

FIG. 10 is a block diagram showing a first embodiment of a decoder for decoding the frames generated by the coding method and coder according to the invention.

**DETAILED DESCRIPTION**

In general, the method and apparatus disclosed herein performs data transmission using forward error correction coding in a multi-pair or multi-channel system to achieve data transmission rates and error rates that are better than that achievable by systems of the prior art. The disclosure provided herein is similar to that disclosed in U.S. Pat. No. 6,781,491 which is disclosed herein in its entirety by reference. In reference to Fig. 1A, a block diagram of a receiver/transmitter pair is shown. This is one possible example embodiment of the method and apparatus disclosed herein.

A channel 312 connects a first transceiver 330 to a second transceiver 334. The first transceiver 330 connects to the channel 312 via an interface 344. The interface 344 is configured to isolate the incoming from outgoing signals. In another embodiment the channel 312 may comprise numerous conductors and hence the interface 344 performs isolation and separates the conductors based on direction of data flow to either of a receiver module 338 or a transmitter module 342. The receive module 338 and transmit module 342 may comprise any assembly of hardware, software, or both configured to operate in accordance with the principles described herein.

The receive module 338 and transmit module 342 communicate with a processor 346. The processor 346 may include or communicate with memory 350. The memory 350 may comprise one or more of the following types of memory: RAM, ROM, hard disk drive, flash memory, or EPROM. The processor 346 may be configured to perform one or more calculations or any form of signal analysis. In one embodiment the processor 346 is configured to execute machine readable code stored on the memory 350. The processor 346 may perform additional signal processing tasks as described below.

The second transceiver 334 is configured similarly to the first transceiver 330. The second transceiver 334 comprises an interface 352 connected to a receiver module 356 and a transmitter module 360. The receiver module 356 and a transmitter module 360 communicate with a processor 364, which in turn connects to a memory 368. Operation occurs as described below in more detail.

The communication system illustrated in Fig. 1B is configured as an exemplary multi-channel point-to-point communication system. One exemplary application is a 10 gigabit transceiver utilizing a Category 5 UTP cable supporting Ethernet protocols. As shown it includes a physical coding sublayer 302 and 304, shown as coupled together over a channel 312. In one embodiment each channel comprises twisted pair conductors. Each of the channels 312 is coupled between transceiver blocks 320 through a line interface 306 and each channel is configured to communicate information between transmitter/receiver circuits (transceivers) and the physical coding sublayer (PCS) blocks 302, 304. Any number of channels and associated circuitry may be provided. In one embodiment, the transceivers 320 are capable of full-duplex bi-directional operation. In one embodiment, the transceivers 320 operate at an effective rate of about 2.5 Gigabits per second.

FIG. 1C illustrates a block diagram of an example embodiment of a transmit system configured in accordance with the invention. This is but one example embodiment and it is contemplated that one of ordinary skill in the art may enable other embodiments that do not depart from the scope of the invention. As shown, an input 300 from a data source or other component provides data to a scrambler 310. The data source or other component may comprise any source of data, any aspect of the physical coding sublayer, software or hardware interface, multiplexer, or any other device. The input to the scrambler 310 may comprise the output of the multiplexer 34, shown and discussed below in connection with Fig. 1E.

The scrambler 310 operates in a manner understood in the art. The output of the scrambler connects to a CRC encoder 314. The CRC encoder 314 calculates a cyclic redundancy check which is appended to a group of N blocks of encoded data. At the receiver this CRC may be checked to determine if a transmission error has occurred.

The output of the CRC encoder 314 feeds into a FEC unit 316 configured to perform forward error correction on the signal. Any type of forward error correction may occur, including, but not limited to low density parity check (LDPC) coding, such as for example with a 10GBASE-T system, or any other type of forward error correction method including a concatenation of Reed-Solomon (RS) coding with trellis coded modulation (TCM).

In other embodiments the following types of error correction encoding may be performed: trellis coding, convolutional coding, block coding, product coding or any other type of coding.

The output(s) of the FEC unit connect to a mapper 321. It is contemplated that any number of mappers 321 may be provided, up through N where N is any positive integer value. The mapper 321 is configured to transform or map the arriving data into one or more values, such as symbols. In one embodiment the mapping comprises pulse amplitude modulation (PAM). PAM-type mapping assigns incoming groups of bits to a symbol value. In PAM mapping, a symbol comprises a value that represents one or more bits that are transmitted during a transmit opportunity in place of one or more bits. Mapping of this nature is known by one of ordinary skill in the art and accordingly is not discussed in detail herein. In one embodiment the mapper 321 performs four-dimensional mapping. As a result, in such an embodiment each mapper 321 outputs four symbols during each clock cycle.

The output of the mapper 321 connects to preceding modules 324A-324N. Although in one embodiment the mapper 321 includes four outputs, each of which feed into a precode module 324, it is contemplated that the preceding operations may be distributed among any number of precode modules, up to N modules, where N is a positive whole number. Preceding may comprise any type signal processing that may occur in the transmitter to counter the effects of the channel. In one embodiment the preceding comprises processing by a finite impulse response filter.

The output of the precoders 324A-324N connect to one or more transmit processing systems 332A-332N. Any number of transmit processing systems 332A-332N may be utilized where N is any positive whole number. Transmit processing comprises processing to facilitate transmission of the signal over one or more channels. The transmit processing systems 332A-332N may comprise line interfaces, amplifiers, transformers, filtering, shaping filters, hybrids, digital to analog converters, and the like as may be desired to facilitate transmission of a signal or data to a remote location.
As an advantage to the configuration shown in FIG. 1C, the combined effects of forward error correction, encoding, mapping and precoding are combined to reduce error rates while maximizing transmit rates. In addition, the transmit system of FIG. 1C may include constellation shaping within the mapper 321.

FIG. 1D illustrates a block diagram of an example embodiment of a receiver system for use with a transmitter, such as the transmitter shown in FIG. 1C. This is but one example embodiment of a receiver. It is contemplated that one of ordinary skill in the art may design other configurations that differ from the exact configuration shown in FIG. 1D, but are within the scope of the invention and claims that follow. As shown, inputs 1, 1, receive signals from one or more channels 384. Any number of N inputs may exist where N equals any positive whole number. The inputs 384 connect to a demultiplexer 388A and 388N, wherein N equals any positive whole number. The line interfaces 388A-388N may comprise any configuration of hardware, software or both configured to receive a signal over one or more channels and process the signal to prepare the signal for subsequent processing. In one embodiment a line interface 388 may comprise amplifiers, filters, and hybrids.

The output of the line interfaces 388 connect to an equalizer module 390. The equalizer module 390 comprises hardware, software, or both configured to perform equalization on the received signal. In one configuration the equalization occurs to reduce intersymbol interference. In one configuration the equalizer module comprises a feedforward filter and decision feedback equalizer. Co-pending patent application, entitled Method and Apparatus for Channel Equalization, by inventor William Jones, which was filed on Jul. 1, 2002, and issued as U.S. Pat. No. 6,961,373 is incorporated in its entirety herein and describes an equalization system as is compatible for use with one or more embodiments of the invention. It is contemplated that any equalizer system or other apparatus configured to generate an accurate decision of the transmitted signal may be utilized. It is contemplated that the equalization module 390 may include a slicer or other decision device and be located or distributed at any point in the receiver.

The output of the equalizer 390 feeds into an error correction decoder 393. As discussed above, the decoder 393 reverses the error correction coding. In the module decoder 393 there may exist several decoder sub-modules configured in association. This provides the advantage of distributing the processing burden of the error correction decoding across numerous subsystems. As a result, high-speed channel throughput may be achieved in a realizable architecture. The receiver may be configured with M number of decoders 393 where M is any positive whole number.

It is contemplated that the error correction decoding is matched to that utilized in an associated transmitter. In one embodiment the decoders may be configured to perform continuous trellis decoding. This is in contrast to packet based trellis coding/decoding. As a result, the benefits of continuous trellis decoding are gained. These benefits include but are not limited to a reduction in the total number of symbols that must be sent to fully error correction decode the received signal. In contrast to packet based decoding which requires that additional symbols be sent to terminate the trellis, the continuous trellis decoder embodiment operates on a continuous stream of trellis encoded data and control symbols and does not require that the trellis be terminated at the end of each packet. In other embodiments trellis coding/decoding may be omitted.

The decoder 393 outputs the error corrected signal or data to a demapping system which is configured to reverse the effects of mapping that occurred during the transmit processing. The output of the demapping module 393 connects to an optional CRC check unit 396 which performs as understood in the art. The output of the optional CRC check unit connects to a descrambler 398 to reverse the effects of the scrambler, if utilized and located in the transmitter.

FIG. 1E is a block diagram showing an example of a 10 Gb/s Ethernet interface 10 including the physical coding sublayer module (PCS) 30 that includes the encoder 100 according to the invention. The interface 10 is composed of the medium access controller (MAC) 12, the XGMII Extender Sublayer module (XGXS) 14 and the Physical Coding Sublayer (PCS) 30. The MAC sends data including user data received from the host system (not shown) to the XGXS via the 37-conductor XGMII bus 16. The MAC additionally receives data that include user data from the XGXS 14 via the 37-conductor XGMII bus 17 for supply to the host system.

The XGXS 14 sends a coded serial bitstream, to be described below, to the PCS 30 via the 4-lane XAUI bus 18 and receives a coded serial bitstream from the PCS via the 4-lane XAUI bus 19.

The physical coding sublayer module (PCS) 30 includes the transmission path 20 and the reception path 22. The transmission path 20 is composed of a serial arrangement of the 4x8b/10b decoder 32, the encoder 100 according to the invention, additional processing and the multiplexer 34. The input of the 4x8b/10b decoder is connected to one output of the XGXS 14 by the XAUI bus 18. The output of the 4x8b/10b decoder is connected to the input of the encoder by the 37-conductor pseudo-XGMII bus 42.

The output of the encoder 100 is connected to one or more additional processing elements 35A by the bus 44. In one embodiment, the bus 44 is 65 conductors wide, but the encoder and the multiplexer may be configured to use a bus that is substantially narrower than this. The output of the multiplexer is a serial bitstream that is fed to the Ethernet medium 40A or to other processing elements. For example, the output of the multiplexer 34 may be provided as an input to the scrambler 310 shown in FIG. 1C.

The reception path 22 is composed of a serial arrangement of the demultiplexer 36, the decoder 120 and the 4x8b/10b encoder 38. The demultiplexer receives a serial bitstream from the Ethernet medium 40B. The input of the demultiplexer may be provided from the output of the descrambler 398 shown in FIG. 1D when used with a multi-conductor channel.

The output of the demultiplexer 36 is connected to the input of the decoder 120 by the bus 45. In one embodiment, the bus 45 is 65 conductors wide, but the demultiplexer and the decoder may be configured to use a bus substantially narrower than this. The output of the decoder is connected to the input of the 4 times.8b/10b encoder by the 37-conductor pseudo-XGMII bus 43. The output of the 4x8b/10b encoder is connected to one input of the XGXS 14 by the XAUI bus 19. An optional processing element 35B may be included in the path as shown, and may comprise any type of processing. Element 35B may be omitted in certain embodiments.

In the Ethernet interface 10, the MAC 12 receives user data from, and provides user data to, a host system (not shown). The MAC takes any number of words of user data between 64 and 1500, adds 22 words of address and other data to the front of the user data and four words of a CRC-32
In the transmission path 20 of the PCS 30, the 4-times, 8b/10b decoder 32 is connected to the XAU1 bus 18 to receive incoming serial 10-bit line code words at a bit rate of 4-times 3.125 Gb/s. The 4-times 8b/10b decoder decodes the 8b/10b coding of the 10-bit line code words to recover respective 8-bit words, and generates, for each word, a word type bit that indicates whether the word is an information word or a control word. The 4-times 8b/10b decoder feeds quads of the 8-bit words and their respective control word flags to the encoder 100 via the pseudo-XGMMI bus 42. The pseudo-XGMMI bus has the same structure as the XGMMI bus 16, but is called pseudo-XGMMI in this disclosure to indicate that this bus does not form part of the 10 Gb/s Ethernet standard. The pseudo-XGMMI bus is composed of 37 conductors. Thirty-two of the conductors are allocated to the quads, four of the conductors are allocated to the control word flags for the quads, and one conductor is allocated to a clock signal.

It might appear that a substantial simplification could be achieved by omitting the XGXS 14, the XAU1 buses 18 and 19, the 4-times 8b/10b decoder 32 the 4x8b/10b encoder 38 and the pseudo-XGMMI buses 42 and 43, and simply connecting the encoder 100 and the decoder 120 to the MAC 12 via the XGMMI buses 16 and 17. However, the maximum transmission distance of current embodiments of the XGMMI bus is of the order of 100 mm, whereas that of the XAU1 bus is of the order of 1 m. Thus, the above-described simplification can be made if the length of the XGMMI bus is less than the maximum transmission distance of such bus.

The encoder 100 receives the quads from the pseudo-XGMMI bus 42 as input data, encodes consecutive pairs of the quads to generate respective 65-bit packets, as will be described in more detail below, and feeds the packets to one or more additional processing elements 35A as shown herein and which are shown generally as additional processing elements 35A. The additional processing elements may comprise, but are not limited to any type additional processing. Alternatively, this processing element 35A may be left out of the system if no such additional processing is desired.

The output of the additional processing elements 35A feeds into the multiplexer 34 via the bus 44A. The multiplexer 34 receives the 65-bit packets, serializes them and transmits them to the Ethernet medium 40A at a bit rate of 10 Gb/s. The output of the multiplexer 34 may feed as the input 300 into the scrambler 310 for transmission over a multi-conductor channel. In the reception path 22 of the PCS 30, the demultiplexer separates the serial data received at a bit rate of 10 Gb/s from the Ethernet medium 40B into 65-bit packets, and feeds through additional and optional processing elements 35B and then to the decoder 120 via the bus 45. The decoder decodes the 65-bit packets to generate two consecutive quads of eight-bit words and a control word flag for each word. The decoder transfers the quads and their respective control word flags in parallel to the 4x8b/10b encoder 38 via the pseudo-XGMMI bus 43.

The 4x8b/10b encoder 38 applies 8b/10b encoding to the quads received via the pseudo-XGMMI bus 43, operating in response to the control word flag for each word constituting the quads. The 4-times 8b/10b encoder transfers the resulting 10-bit line code words via the XAU1 bus 19 to the XGXS module 14 at a bit rate of 12.5 Gb/s. The 10-bit line code words are processed by the XGXS and the MAC 12 to provide the received user data to the host system (not shown), as described above.

It should be noted that the XGXS 14 and corresponding 8b/10b encoder 38, and decoder 32 may be optional and, hence, embodiment may be enabled without these elements.
In such an embodiment the XGMII interface 16 and 17 can be connected directly to the 64b/65b encoder 100 and decoder 120. Or, in one embodiment the XGMII interface may be configured to extend over long PCB distances by using the XGMII Extender sublayer as shown.

The 64b/65b coding applied by the encoder 100 according to the invention will now be described with reference to FIGS. 2, 3A-3D and 4A-4C.

FIG. 2 schematically shows exemplary quads of the input data received by the encoder 100 via the four lanes of the pseudo-XGMII bus 42. The input data include the exemplary packet 130 composed of information words D. To simplify the drawing, the number of information words in the packet 130 is substantially fewer than the minimum number of information words in a standard Ethernet packet.

Prior to the start of the packet 130, the encoder 100 receives control words on all four input lanes of the pseudo-XGMII bus 42. The control words in the four lanes denote an interpacket gap. A set of alignment characters A that can be used to synchronize the lanes is also shown. The start of the packet 130 is indicated by the SOP control word S, shown at 131. The SOP control word always appears in lane 0 and never appears in any other lane. If the SOP control word appears in a lane other than lane 0, this indicates an error and the packet is filled with error codes E.

The information words D constituting the packet 130 are then consecutively received, followed by the EOP control word T, shown at 132. The EOP control word can appear in any of the lanes of the pseudo-XGMII bus 42. The lane in which the EOP control word appears depends on the number of information words in the packet. The packet can be composed of any number of information words between 64 and 1500. The minimum number of control words between consecutive packets is 12. Following the EOP control word 131, the encoder 100 receives control words that denote an interpacket gap via all four lanes of the pseudo-XGMII bus. The control words continue until the SOP control word (not shown) indicating the start of the next packet.

The encoder 100 according to the invention applies 64b/65b encoding to blocks composed of two quads of the input data consecutively received from the pseudo-XGMII bus 42, i.e., the 64b/65b coding is applied to a total of 64 received bits. Thus, the 64b/65b coding uses 65 bits to represent the 64 received bits. The 64b/65b coding adds a block header composed of one bit to the start of the block to form a frame. Use of a single bit for the block header has numerous advantages, which are discussed below in more detail. The block header serves both as a reference for frame synchronization and as a flag that indicates when the frame is composed exclusively of information words. The 64b/65b coding has a coding efficiency of 64/65, or an overhead of 1.5625%, which is an advantage over prior art encoding schemes. Since each word received from the pseudo-XGMII bus 42 can be either a control word or an information word, as indicated by the word’s respective control word flag, also received from the pseudo-XGMII bus, a fully-general code would need to transmit the control word flag for each word to tell the receiver what type of word is being received. The maximum efficiency of such a code would be 8/9, or a 12.5% overhead. The 64b/65b coding achieves a substantially lower overhead than this by taking advantage of features of the XAU/J interface and the Ethernet packet structure that reduce the number of possible ways in which information words and control words can be arranged in the input data.

First, each packet of information words received by the encoder 100 is composed of at least 64 words, always starts with the SOP control word S and always ends with the EOP control word T, and consecutive packets are separated by at least 12 control words. This means that when blocks of eight words (64 bits) of the input data are coded, each block can contain information words exclusively, control words exclusively, a single transition from control words to information words or a single transition from information words to control words. As noted above, the block header that constitutes the first bit of the frame operates as a flag to indicate when the frame is composed exclusively of information words. This means that, instead of including eight control word flags in each frame to indicate whether the eight words constituting the frame are each an information word or a control word, this number of bits can be used to represent a TYPE word that is included in all frames that are not composed exclusively of information words. Different values of the TYPE word indicate one of the following structural properties of the block: 1) whether the block from which the frame is derived is composed exclusively of control words, 2) the position of the start of a packet in the block from which the frame was derived and 3) the position of the end of a packet in the block from which the frame was derived. Since the number of states represented by the eight-bit TYPE word is relatively small, TYPE words having a large mutual Hamming distance can be chosen. For example, the TYPE words can be chosen so that more than three bit errors are required to convert one TYPE word to another.

Second, as noted above, XAU/J semantics guarantee that the SOP control word S appears in lane 0 exclusively. This reduces the number of ways in which the packet start can appear in the frame to two, which further reduces the total number of ways in which the start of the packet or the end of the packet can appear in the frame.

Third, the set of control words is sufficiently small (I, K, R, S, T, A, E, . . . ) to allow the control words to be coded using fewer than eight bits, and to be coded by a set of codes having a large mutual Hamming distance. The bits saved by coding the control words using fewer than eight bits can then be used to condense the block to enable the frame to accommodate the above-described TYPE word. The codes are chosen to enable the control word coding to be highly resistant to bit errors.

FIGS. 3A-3D show the twelve possible types of blocks that the encoder 100 can receive from the pseudo-XGMII bus 42. FIG. 3A shows a block generated from two consecutive quads located in the middle of the packet, where both quads consist exclusively of information words. The block composed of two consecutive quads of exclusively information words is called a Type 1 block.

FIG. 3B shows the one block Type that includes two consecutive quads located in the middle of the gap between two consecutive packets, where both quads consist exclusively of control words. The block composed of two consecutive quads of exclusively information words is called a Type 2 block.

FIG. 3C shows the two different block Types in which the start of the packet appears. The start of the packet is indicated by SOP control word S. Because the SOP control word can only appear in lane 0 of the pseudo-XGMII bus, the SOP control word can appear in only two possible locations in the block. The block in which the SOP control word appears in the even-numbered quad is called a Type 3 block, and that in which the SOP control word appears in the odd-numbered quad is called a Type 4 block.

FIG. 3D shows the eight different block Types in which the end of the packet appears. The end of the packet is indicated by the EOP control word T. Because the EOP
control word can appear in any one of the four lanes of the pseudo-XGMII bus, the EOP control word can appear in any location in the block. The blocks in which the EOP control word appears as word 1 through 8 of the block (see FIG. 7A) are called Type 5 through Type 12 blocks, respectively.

The 12 different types of blocks are indicated by a code that uses a combination of the 1 bit block header and the TYPE word. The 12 types of blocks are divided into two different categories, namely, blocks composed exclusively of information words, i.e., the Type 1 block shown in FIG. 3A, and blocks that include at least one control word, i.e., the Type 2-12 blocks shown in FIGS. 3B-3D.

As described herein and in U.S. Pat. No. 6,718,491, and adopted in the IEEE 802.3 (Ethernet) Standard Clause 49, the 10GBase-R physical layer device utilizes a coding technique to reduce the control bit overhead from 12.5% down to 3.125%, a 4x reduction. This 64B/66B code is essentially a simple compression algorithm using a lookup table based on the contents of the current 8 bytes plus the associated 8 control bits. In this manner 72 bits (64 data bits+8 control bits) are mapped into a 66-bit code word. This code word is then transmitted serial through a fiber optic system to a remote unit that will decode the 66-bit code word back into the original 72 bits using the reverse lookup table. In this way the additional overhead required by the control bits increases the serial bit stream through the fiber optic system to be 10.3125 Gigabit per second. U.S. Pat. Nos. 6,718,491 and 6,650,638 are hereby incorporated herein, in their entirety, by reference.

In one example embodiment 64B/66B encoding is used in a 4 pair UTP transmission system. The use of the 64B/66B encoding reduces the needed bit rate of the proposed system from 11.25 Gbit/sec to 10.3125 Gbit/sec. Following the 64B/66B encoder, an additional Forward Error Correction (FEC) code may optionally be used that adds additional overhead.

In a multi-gigabit transmission system for 4-pair UTP, it may be advantageous to use a more powerful FEC than a TCM solution. Examples of such an FEC include Turbo-Coding, Low-Density Parity Check (LDPC) coding and the concatenation of two or more codes such as TCM and Reed-Solomon codes. In a system such as this it may not be possible or desirable to use extra constellation points to transmit control symbols.

Therefore it may be desirable to reduce the overhead used to transmit Ethernet control bits to the minimum required to accurately reproduce the bit stream at the remote end. The 64B/66B encoder described in IEEE 802.3 (Ethernet) Standard Clause 49 is intended for a 10.3 Gbit/sec serial bit stream in fiber optic transmission system. This system does not employ a FEC and as such requires a robust mechanism to distinguish between a 66B code block containing control words and a code block that does not. This was accomplished by using a 2-bit sync header prepended to the 64-bit payload. The header takes only 2 possible values: 01 for a data only payload, and 10 for a payload containing control symbols.

This invention proposes to use the 64B/66B encoder as described herein. In one example embodiment, a multi-gigabit 4 pair UTP transceiver is configured with a single bit header. With a one bit header, for example the value '01' is replaced by '0' and '10' is replaced by '1'. The effective encoder rate is 65/64 rather than 66/64 with a one bit header. The IEEE 802.3 (Ethernet) Standard Clause 49 is hereby incorporated by reference.

The system described in U.S. Pat. No. 6,718,491 utilizes a two bit header and a two bit header is necessary for operation of such a system because first it maintains a balance of 1's and 0's necessary for a balanced line code in a bit serial transmission system, second it guarantees a transition of 1 to 0 or from 0 to 1 for the purposes of clock recovery and third it provides redundancy such that more than one bit of the block header must be in error to incorrectly decode the block. Use of the one bit header, as described herein, would not operate in a desirable manner because a single bit error can result in the improper decoding of a block.

In a system using powerful FEC, there is little or no advantage to using a 2-bit header instead of a 1-bit header. The header was designed to provide protection from low-probability independent errors. In the case where a powerful FEC is used, a single error event will corrupt a large block of data bits. Therefore the extra bit is just as likely to be in error and provides no protection. The two bit header however, undesirably increases the number of bits which must be processed and transmitted thereby increasing overhead. This can lead to a increased bit error rate or may result in a lower effective data rate. For example, in the embodiment described herein the required overhead can be reduced from 3.125% to 1.5625% if only 1-bit is used in the sync header. A scrambler placed after the encoder sufficiently balances the line code and provides for data transitions for clock recovery.

One benefit of this invention is that the reduction in overhead makes it possible, in one embodiment, to concatenate the 64B/66B code, a Reed-Solomon (255,239) code and a TCM code using 1-bit of parity per symbol using 12 PAM modulation at a baud rate of around 333 Mbaud/sec. For example the original 11.25 Gbit/sec bit stream is encoded using 64B/66B into a 10.3125 Gbit/sec bit stream. After dropping a sync bit the bit stream is 10.15625 Gbit/sec. After RS encoding, the bit stream is 10.8362 Gbit/sec. Grouping the bits into 13-bit symbols yields an 833.55 Mbaud/sec rate. A TCM code adds a single bit per baud for 14-bits per symbol at 833.55 Mbaud/sec. The 14-bit symbol is mapped into 2^14=16,384 constellation points of a 4D-12 PAM constellation containing 12^4=20,736 points. The unused constellation points may be chosen such that the constellation has a lower transmit power with an associated shaping gain.

FIG. 4A shows the basic structure of the frame 150 that the encoder 100 generates from a block of input data. The frame is composed of a one bit sync. field 151 followed by the 64-bit payload field 152. The sync. field accommodates the one bit block header.

The encoder 100 generates two different kinds of frame having the basic structure shown in FIG. 4A, but differing in the structure of their payload fields. The structure of the payload field depends on whether or not the block from which the frame is generated is a Type 1 block composed exclusively of information words. The structure of the payload field is indicated by the 1 bit block header stored in the sync. field.

FIG. 4B shows the structure of the frame 153 generated when the block is a Type 1 block. In this, the 1 bit block header in the sync field 151 is '1', and the payload field 152 is composed of the eight information words constituting the block, i.e., 64 bits.

FIG. 4C shows the structure of the frame 156 generated when the block is a Type 2 through Type 12 block that includes at least one control word. In this, the one bit block header in the sync. field 151 is '0', and the payload field 152 is composed of the 8-bit sub-field 157 and the 56-bit sub-field 158. The eight-bit sub-field 157 is occupied by the
TYPE word and the 56-bit sub-field 158 is occupied by a condensed version of the block. In particular, all information words included in the block are included unchanged in the sub-field 158. The 56-bit sub-field 158 can accommodate up to seven information words, the maximum number of information words in a block that includes at least one control word. Moreover, the control words S and T, if they appear in the block, are discarded and are not transferred to the sub-field 158. Finally, all remaining control words in the block are re-coded using fewer than eight bits and the re-coded control words are included in the sub-field 158. In the preferred embodiment, the remaining control words are re-coded using seven-bit codes chosen to have a mutual Hamming distance of four bits.

The control words S and T can be omitted from the sub-field 158 because position of the start of the packet or the start of the frame is indicated by the TYPE word included in the sub-field 157. Omitting the control words S and T allows the payload field 158 to accommodate the TYPE word and all seven information words in full when the block is composed of seven information words and either the SOP control word S or the EOP control word T, as in the Type 3 block shown in FIG. 3C and the Type 12 block shown in FIG. 3D. Re-coding the remaining control words as 7-bit words enables the payload field 158 to accommodate the TYPE word and all eight control words when the block is composed exclusively of control words, as in the Type 2 block shown in FIG. 3B. All other combinations of information words and control words are composed of fewer than 56 bits after the S and T control words have been removed and the remaining control words have been re-coded using fewer bits.

FIG. 5 is a flow chart showing the first embodiment 200 of a method according to the invention for applying 64b/65b coding to input data that includes a packet of information data. The processing performed in process 205 of the method will be described in more detail below with reference to FIG. 6.

The method starts at process 202. In process 203, blocks of the input data are received. The input data include the above-mentioned control words in addition to the packet of information words. The control words precede and follow the packet of information words. The blocks are smaller than the packet. In the preferred embodiment, each block is composed of two successive quads of four parallel words received from the pseudo-XGMM1 bus 42.

In process 204, a test is performed on a block of the input data to determine whether the block is composed exclusively of information words. In the preferred embodiment, this test can be performed simply by examining the control word flags for the eight words that constitute the block. The control word flags are received together with the words that constitute the block via the pseudo-XGMM1 bus 42.

When the test result is NO, execution advances to process 205, which will be described below. When the test result is YES, execution advances to process 207 wherein a frame is formed by preceding the block with a one bit block header in the first sense. In the preferred embodiment, the one bit block header in the first sense is provided by the bit ‘1’. Execution then advances to process 208, where the frame is transmitted, and to process 209, where a test is performed to determine whether all the blocks of the input data have been processed. When the test result is YES, execution advance to process 210, where it ends. When the test result is NO, execution returns to process 204 via process 211 so that the next block can be processed.

When the test result in process 204 is NO, this indicates that the block includes at least one control word. Execution advances to process 205, where a TYPE word that identifies the structural properties of the block is generated, the block is condensed and the TYPE word is inserted into the block. The TYPE word indicates one of the following structural properties of the block: 1) whether the block is composed exclusively of control words, 2) the position in the block of the start of the frame and 3) the position of the end of the frame the block. Block Types are described in detail above with reference to FIGS. 3A-3D. The processing performed in process 205 will be described in more detail below with reference to FIG. 6.

Execution then advances to process 213, where a frame is formed by preceding the block with a one bit block header in a second sense, opposite to the first sense. In the preferred embodiment, the block header in the second sense is provided by the one bit ‘0’. Execution then advances to process 208, where the frame is transmitted, as described above.

FIG. 6 shows an example of the processing performed in process 205. In this process, the block is condensed and a TYPE word indicating the structural properties of the block is inserted into the block. The structure includes the position of the start or the end of the packet in the block, and whether the block is composed exclusively of control words.

Execution starts in process 220. In process 221, a test is performed to determine whether the block includes the SOP control word S that indicates that the packet starts in the block. When the test result is NO, execution advances to process 222, which will be described below. When the test result is YES, execution advances to process 223, where a test is performed to determine whether the SOP control word appears in the first quad constituting the block. Each block processed by the encoder 100 is composed of two consecutively-received quads.

When the test result generated by process 223 is NO, execution advances to process 224, where a TYPE word indicating that the block is a Type 4 block is generated. A Type 4 block is one in which the SOP control word appears in the second quad. Block types are described in detail above with reference to FIGS. 3A-3D. Execution then advances to process 226, which will be described below. When the test result generated in process 223 is YES, execution advances to process 225, where a TYPE word indicating that the block is a Type 3 block is generated. A Type 3 block is one in which the SOP control word appears in the first quad.

Execution advances from process 224 or process 225 to process 226, where the block is condensed by removing the SOP control word from the block. Condensing the block creates space in the block for the TYPE word generated in process 224 or process 225 to be inserted into the block in process 228, to be described below.

Execution then advances to process 227, where the block is condensed by re-coding any control words in the block using fewer bits. If either process 226 or process 233 has previously been executed, the effect of executing process 227 is to compress the block further. Process 233 will be described below. The purpose of condensing the block is described above. In the preferred embodiment, the 8-bit control words are re-coded using fewer bits. The set of control words is sufficiently small to allow the control words to be coded using 7-bit codes chosen to have a mutual Hamming distance of four bits. The re-coding process can refer to the TYPE word for the block to find the locations of the control words in the block.
Execution then advances to process 228, where the TYPE word is inserted at the head of the block. Space to accommodate the TYPE word has been created in the block by executing one or more of processes 226, 227, and 233. Process 233 is described below. Execution then advances to process 229, whence it returns to the main routine.

When the test result in process 221 is NO, execution advances to process 222, where a test is performed to determine whether the block includes the EOP control word T that indicates that the end of the packet appears in the block. When the test result is NO, execution advances to process 230, which will be described below. When the test result is YES, execution advances to process 231, where the position of the EOP control word in the block is determined. As shown in FIG. 3D, any of the eight words in the block can be the EOP control word.

Execution then advances to process 232, where a TYPE word is generated in accordance with the position of the EOP control word in the block. The TYPE word indicates that the block is one of a Type 5 through Type 12 block. Type 5 through Type 12 blocks are blocks in which the EOP control word appears in one of the eight word positions in the block, as described above with reference to FIG. 3D.

Execution then advances to process 233, where the block is condensed by removing the EOP control word from the block. The purpose of condensing the block is described above.

Execution then advances to process 227, where the block is further condensed by re-coding any control words remaining in the block are re-coded using fewer bits, as described above.

A test result of NO in process 222 indicates that the block is composed exclusively of control words. In this case, execution advances to process 230 where a TYPE word indicating that the block is a Type 2 block is generated. A Type 2 block is a block composed exclusively of control words.

Execution then advances to process 227, where the block is condensed by re-coding the control words included in the block using fewer bits, as described above. In this case, all eight words in the block are control words and are re-coded.

Note that in the above processing, such information words as are included in the block remain unchanged.

FIGS. 7A-7L show specific examples of the frames generated from each of the twelve block types shown in FIGS. 3A-3D, including the block header and the TYPE word, where used. FIG. 7A shows the frame 153 generated from the type 1 block shown in FIG. 3A. This block is composed exclusively of information words. In the frame 153, the sync field 151 is filled with the one bit block header ‘1’ and the payload field 152 is filled with the eight information words located in the eight positions 0 through 7 in the block 160, as shown. Each of the information words in the payload field is labeled with the letter D, a number and the numeral 8. The letter D indicates an information word, the number indicates the location of the information word in the block 162 and the numeral 8 indicates that the information word is composed of eight bits.

FIG. 7B shows a frame generated from the Type 2 block shown in FIG. 3B. FIGS. 7C and 7D respectively show frames generated from the Type 3 and Type 4 blocks shown in FIG. 3C. FIGS. 7L-7L respectively show frames generated from the Type 5 through 12 blocks shown in FIG. 3D. As an example, FIG. 7D shows the frame 156 generated from the Type 4 block shown in FIG. 3C. The Type 4 block is composed partly of control words, i.e., the SOP control word S and the unspecified control words Z, and partly of information words D. In the frame 156, the sync field 151 is occupied by the one block header ‘0’ and, in the payload field 152, the sub-field 157 is occupied by the 8-bit TYPE word; in this example, the hexadecimal number 33.sub.1H. The TYPE word indicates that the frame is generated from a Type 4 block in which the start of a packet appears in the odd-numbered quad constituting the block. The sub-field 158 of the payload field is occupied by three coded control words Z and three eight-bit information words D.

Each of the data elements in the sub-field 158 is labeled with the letter D or Z, a number and the numeral 7 or 8. The letter D indicates an information word, the letter Z indicates a control word, the number indicates the location of the information word or control word in the block using the convention described above with reference to FIG. 7A, the numeral 7 or 8 indicates the number of bits in the data element, i.e., seven bits for each coded control word and eight bits for each information word. As noted above, the SOP control word S is discarded and is not transferred to the sub-field 158. The function of the SOP control word indicating that the packet starts at position 4 of the block is provided by the TYPE code 33,sub.1H instead.

The three coded control words Z coded as 7-bit words and three eight-bit information words D do not fully occupy the sub-field 158 of the frame 156. The unoccupied region 164 of the sub-field is filled with suitable idle bits. Alternatively, functions can be assigned to the bits used to fill the unoccupied portions of the sub-field 158.

The TYPE words illustrated in FIGS. 7B-7L are chosen to have a mutual Hamming distance of four bits to ensure that the start and the end of the packet are reliably identified. The TYPE words are additionally chosen to be easy to generate and to test. The set of chosen TYPE words is an eleven-element sub-set of a 16-element set generated as follows: the first four bits of each successive element in the set increments from 0 to 15 in binary. The second four bits of each element provide the minimum Hamming distance protection and are either 1) a duplication of the first four bits when the parity of the first four bits is even, or 2) the complement of the first four bits when the parity of the first four bits is odd. The 16-element set is optimum in that it provides for a very simple implementation with low gate delay and latency.

It should be noted that the error correction decoder will correct bit errors prior to the decoder such that the decoder can reliably use the single bit header for deciding whether the block contains information or control words. Furthermore when the error correction decoder fails to correct the bit errors, the error correction decoder and/or the CRC check may flag the affected blocks such that they will be replaced by error symbols (E) such that they will not be incorrectly decoded.

FIG. 8 is a block diagram showing a first embodiment of the encoder 100 according to the invention. The encoder is composed of the type word generator 181, the payload field generator 182, one bit the block header generator 184 and the frame assembler 185.

In the encoder 100, the type word generator 181 and the payload field generator 182 are connected to receive blocks of input data from the 4.times.8b/10b decoder 32 via the pseudo-XGMII bus 42 (FIG. 1E). The input data are composed of control words and a packet of information words.

The packet is preceded and followed by the control words. In the preferred embodiment, the blocks are eight words, i.e., 64 bits, long and are smaller than the smallest size of the packet. The blocks are also smaller than the number of
control words between consecutive packets. The encoder processes the input data block-by-block to generate respective frames for transmission.

The type word generator 181 generates a TYPE word whose value indicates one of the following mutually-exclusive structural properties of the block: 1) whether the block is composed exclusively of control words, 2) a position of the start of the packet in the block and 3) a position of the end of the packet in the block and 4) whether the block is composed exclusively of information words. The type word generator feeds the TYPE word to the payload field generator 182 and the one bit block header generator 184. The value of the TYPE word that indicates whether the block is composed exclusively of information words may take the form of a flag bit fed to the block header generator 184 and, optionally, to the payload field generator 182.

The payload field generator 182 generates the payload word in response to the TYPE word. When the TYPE word indicates that the block is composed exclusively of information words, the payload field generator adopts the block to form a payload field. Otherwise, when the TYPE word indicates that the block is not composed exclusively of information words, the payload field generator condenses the block and inserts the TYPE word into the block to form the payload field.

The payload field generator 182 condenses the block by performing one or both of the following operations: 1) removing any start-of-packet control word or an end-of-packet control word from the block, and 2) re-coding any other control words in the block using fewer bits. In the preferred embodiment, the control words are re-coded using seven-bit codes having a mutual Hamming distance of four bits. Whether the payload field generator simply adopts the block as the payload field, or processes the block further before forming the payload field may be determined by the above-mentioned flag bit in lieu of the full TYPE word. The TYPE word indicates the location in the block of the start-of-packet control word or the end-of-packet control word (if any) and the locations in the block of the other control words (if any).

The payload field generator 182 feeds the payload field generated from the block to the frame assembler 185.

The one bit block header generator 184 operates in response to the TYPE word, or, alternatively, to the flag bit described above, and generates the one bit block header. The one bit block header generator generates the block header in a first sense when the TYPE word, or flag bit, indicates that the block is composed exclusively of information words. Otherwise, when the TYPE word, or flag bit, indicates that the block is not composed exclusively of information words, the block header generator generates the block header in a second sense, opposite to the first sense. In the preferred embodiment, the one bit block header in the first sense is ‘1’, and the one bit block header in the second sense is ‘0’. Transitions opposite to those shown could alternatively be used. The one bit block header generator 184 feeds the block header BH to the frame assembler 185.

The frame assembler 185 receives the payload field from the payload field generator 182 and the one bit block header from the one bit block header generator 184 and appends the one bit block header to the payload field to form the frame for transmission. The frame assembler preferably locates the one bit block header before the payload field, but could alternatively locate the one bit block header after the payload field. The frame assembler feeds the 65-bit frame to one or more additional processing elements 35A via the bus 44 (FIG. 11).

FIG. 9A is a flow chart showing an example 280 of a decoding method for decoding the frames generated by the coding method and coder according to the invention. The method starts in process 271. In process 272, a frame is received from the demultiplexer 36 via the bus 45. In process 274, a test is performed on the block header of the frame to determine whether the one bit block header is in the first state. The first state is ‘1’ in the preferred embodiment. When the test result is YES, which indicates that the payload field of the frame is composed exclusively of information words, execution advances to process 277, which will be described below. When the test result is NO, execution advances to process 275.

A NO result in process 274 indicates that the payload field of the frame is not composed exclusively of information words, and therefore includes a TYPE word. In process 275, the TYPE word is extracted from the payload field.

In process 286, the payload field of the frame is expanded using the information provided by the TYPE word regarding the structure of the payload field. Expanding the payload field reverses the condensing that was applied by the encoder to the block from which the frame was generated. Thus, when the payload field is expanded, the coded control words are re-coded to yield eight-bit control words. Additionally, when the start of the packet or the end of the packet appears in the payload field, a start-of-packet control word or an end-of-packet control word, respectively, is inserted into the payload field. As noted above, the TYPE word indicates what portion of the payload field is occupied by coded control words, and the location in the payload field of the start of the packet or the end of the packet. The processing performed in process 276 will be described in more detail below with reference to FIG. 9B. Execution then advances to process 277. In process 277 the payload field is adopted as a block of received data.

In process 278, a test is performed to determine whether all frames have been processed. When the test result is YES, execution advances to process 279, where it ends. When the test result is NO, execution returns to process 272 via process 280 so that the next frame can be processed.

Process 276 of the method described above with reference to FIG. 9A will now be described with reference to FIG. 93 where execution starts at process 291.

In process 293, a test is performed to determine whether the TYPE word indicates that any coded control words appear in the payload field, i.e., whether the encoder 100 derived the payload field from a Type 2 block or a Type 4 through Type 11 block. When the test result is NO, execution advances to process 296, which will be described below. When the test result is YES, execution advances to process 294.

In process 294, the TYPE word is used to identify the portion of the payload field occupied by one or more coded control words, and the number of coded control words. It can be seen from FIGS. 7A-7L that the coded control words in the frame derived from each block Type differ in number but are always contiguous. However, in some frames, the coded control words abut the head of the payload field, whereas in others, the coded control words abut the end of the payload field. In process 295, the coded control words identified by process 294 are decoded to yield the original control words.

In process 296, a test is performed to determine whether the TYPE word indicates that a packet starts or ends in the payload field, i.e., whether the encoder 100 derived the payload field from a Type 3 through Type 12 block. When the test result is NO, this indicates that the payload field was derived from a Type 2 block. In this case, execution
advances to process 299, which will be described below. When the test result is YES, execution advances to process 297.

In process 297, the position of the start of the packet or the end of the packet in the payload field is identified from the TYPE word. In process 298, an SOP control word S or an EOP control word T is inserted into the payload field. The control word inserted, i.e., whether the control word S or T is inserted, and the position in the payload field at which the SOP or EOP control word is inserted are defined by the TYPE word. Execution then advances to process 299.

In process 299, execution returns to the main routine. Either or both of the control word decoding performed in process 295 and the control word insertion performed in process 298 insert 8-bit control words into the payload field. This fills the space in the payload field formerly occupied by the TYPE word and, in some frames, fill bits.

FIG. 10 is a block diagram showing a first embodiment of the decoder 120. The decoder is composed of the frame decoder 191, the type word extractor 193, the block generator 194 and the block sequence detector 195.

The frame decoder 191 receives each 65-bit frame from the demultiplexer 36 via the 65-bit bus 45 (FIG. 1). The frame decoder reads the one bit block header at the front of the frame and feeds the one bit block header BH to the type word extractor 193. The frame decoder feeds the remaining 64 bits constituting the payload field PF of the frame to the type word extractor 193 and the block generator 194.

The type word extractor 193 receives the payload field PF and additionally receives the one bit block header BH from the frame decoder 191. The type word extractor operates only when the one bit block header is in its second state, corresponding to a frame whose payload field is not composed exclusively of information words. The type word extractor extracts the TYPE word from the sub-field 157 of the payload field 152 (FIG. 4C) and feeds the TYPE word to the block generator 194 and the block sequence detector 195.

The block generator 194 receives the payload field PF, the TYPE word from the type word extractor 193 and the one bit block header BH from the frame decoder 191. The block generator operates in response to the one bit block header. When the one block header block is in the first state, the block generator adopts the payload field PF as a block of received data. When the block header is in the second state, the block generator expands the payload field using the information provided by the type word regarding the structure of the payload field. Expanding the payload field reverses the condensing that was applied by the encoder to the block from which the frame was generated. Thus, when the payload field is expanded, the coded control words are re-coded to yield eight-bit control words. Additionally, when the start of the packet or the end of the packet appears in the payload field, a start-of-packet control word or an end-of-packet control word, respectively, is inserted into the payload field. As noted above, the TYPE word indicates what portion of the payload field is occupied by coded control words, and the location in the payload field of the start of the packet or the end of packet. Finally, the block generator adopts the payload field after expansion as the block of received data.

The block generator 194 feeds the block of received data to the 4 times 8b/10b decoder 120 via the bus 43 (FIG. 1). The decoder also includes the block sequence detector 195. The block sequence detector receives the TYPE word from the type word extractor 193 and the one bit block header BH from the frame decoder 191. The one bit block header of a frame and the TYPE word of the frame, when present, collectively define what kind of frame the frame is. As noted above, the frame can be one of four different kinds, namely, one composed exclusively of information words D (generated from Type 1 block), one that includes the start of a packet S (generated from Type 3 or Type 4 block), one that includes the end of a packet T (generated from one of Type 5 through Type 12 block) and one composed exclusively of control words Z (generated from Type 2 block). The encoder generates the four different kinds of frames in a predetermined order, namely: S, D, . . . , D, T, Z, . . . , Z, S, D, . . . , D, T, Z, . . . , Z, etc. The frames must be received by the decoder 120 in the same predetermined order. The block sequence detector monitors the order of the kinds of frame received, and generates the error flag ERR when the TYPE word and the one bit block header indicate that the frame is of a kind that violates the predetermined order. The block generator 194 adds the error control word E to the block of received data generated from the frame in response to the error signal. The error control word causes the MAC 12 (FIG. 1) to void the packet of which the block forms part.

While various embodiments of the invention have been described, it will be apparent to those of ordinary skill in the art that many more embodiments and implementations are possible that are within the scope of this invention. In addition, the various features, elements, and embodiments described herein may be claimed or combined in any combination or arrangement.

The invention claimed is:

1. A method for coding a packet of information words into a frame for transmission, the method comprising:
   receiving blocks of input data, the input data including control words and the packet of information words, the packet having (a) a start preceded by ones of the control words and (b) an ending followed by others of the control words, the blocks being smaller than the packet; determining whether a block consists exclusively of information words and:
   when the block consists exclusively of information words, appending to the block a one bit block header having a first sense to form the frame, when the block does not consist exclusively of information words:
   condensing the block to accommodate a TYPE word, generating the TYPE word to have a value that indicates one of the following structural properties of the block:
   (a) a position of the start of the packet in the block,
   (b) a position of the end of the packet in the block, and
   (c) the block being composed exclusively of control words,
   inserting the TYPE word into the block, appending to the block a one bit block header having a second sense, opposite to the first sense, to form the frame, and
   performing forward error correction (FEC) on multiple frames to generate FEC data.

2. The method of claim 1, wherein condensing the block includes re-coding ones of the control words using fewer bits.

3. The method of claim 1, wherein condensing the block includes removing from the block a control word that indicates one of (a) the start of the packet and (b) the end of packet.
4. The method of claim 3, wherein condensing the block includes re-coding remaining ones of the control words using fewer bits.

5. The method of claim 1, wherein the TYPE word is selected from a set of TYPE words having a specified mutual Hamming distance.

6. The method of claim 5, wherein:
   the TYPE words each consist of T bits; and
   the method additionally comprises generating the set of possible bit patterns by a process including:
   adopting a (T12)-bit binary pattern as a first half of a bit pattern in the set of possible bit patterns, and
   generating a second half of the bit pattern by duplicating or complementing the first half of the bit pattern depending on a bit parity value of the first half of the bit pattern.

7. The method of claim 1, wherein a one bit block header in the first sense comprises a 1, and wherein a one bit block header in the second sense comprises a 0 value.

8. The method of claim 1, wherein the method is utilized in a 10 gigabit per second communication system.

9. The method of claim 1, further comprising transmitting the frame over twisted pair conductors.

10. An apparatus for coding of blocks of input data into respective frames for transmission, the input data including control words and a packet of information words, the packet having (a) a start preceded by ones of the control words and (b) an ending followed by others of the control words, the blocks being smaller than the packet, the frames including a frame corresponding to the packet, the apparatus comprising:
    a type word generator configured to (a) receive the block and (b) generate a TYPE word for the block, the TYPE word having a value that indicates one of the following structural properties of the block:
    (a) whether the block is composed exclusively of control words,
    (b) a position of the start of the packet in the block, and
    (c) a position of the end of the packet in the block;
    a one bit block header generator configured to (a) generate a one bit block header in a first sense when the TYPE word indicates that the block is composed exclusively of information words, and (b) otherwise generate the one bit block header in a second sense, opposite to the first sense;
    a payload field generator configured to (a) adopt the block to form a payload field of the frame when it is determined that the block is composed exclusively of information words, and (b) condense the block and insert the TYPE word into the block to form the payload field when it is determined that the block is not composed exclusively of information words;
    a frame assembler configured to append the block header to the payload field to form the frame; and
    a forward error correction coder configured to perform forward error correction coding on a group of two or more frames.

11. The apparatus of claim 10, wherein the payload field generator includes an encoder configured to condense the block by re-coding remaining ones of the control words using fewer bits.

12. The apparatus of claim 10, wherein the payload field generator includes a control word removal module configured to condense the block by removing from the block a control word that indicates one of (a) the start of the packet and (b) the end of the packet.

13. The apparatus of claim 12, wherein the payload field generator additionally includes a re-coder configured to condense the block by re-coding remaining ones of the control words using fewer bits.

14. The apparatus of claim 13, wherein there-coder is configured to code the control words using codes having a specified mutual Hamming distance.

15. The apparatus of claim 10, wherein the TYPE word is selected from a set of TYPE words having a specified mutual Hamming distance.

16. The apparatus of claim 15, wherein:
    the TYPE words each consist of T bits; and
    the coder additionally comprises a type word generator configured to generate the set of possible bit patterns, the type word generator including:
    a first-half generator configured to adopt a bit binary pattern as a first half of a bit pattern in the set of possible bit patterns, and
    a second-half generator configured to generate a second half of the bit pattern by duplicating or complementing the first half of the bit pattern depending on a bit parity value of the first half of the bit pattern.

17. The apparatus of claim 10, wherein the frame assembler is configured to form frames for transmission at 10 gigabits per second.

18. The apparatus of claim 10, further comprising a transceiver configured to transmit and receive via twisted pair conductors.

* * * * *